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This paper describes the solutions we came up with for the mapping problem.  Each group has written on their own work, and each group’s work has been compiled into this document.
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Getting there/Coming back

Problem:

This section of the problem is concerned with getting the robots to the desired location where mapping is going to take place, and then bringing the robots back to the starting point once the mapping is done.

Approaches:

Many things came up to mind when planning how to approach this problem. We had about 7 or 8 robots to deliver to the site, with different behaviors. We had to decide if we were going to send all the robots as a single flock, or send them one by one, with a leading robot, and the ones behind will follow its path. A third and easier idea was to send each robot separately, and independent of any other robots (i.e. one after another). To simplify our work, we had to think about a single robot, and consider that robots are standardized. 

Then we had to think about how to deliver a robot to the target area. We were given that the directions to the area are provided for us, and they are a clear way with no obstacles to avoid. So, if we guarantee that our robot will follow directions with as little uncertainty as possible, then we won’t have to bother ourselves with avoidance code.

Three main, basic functions are needed in this case. These functions are:



advance(int distance, int flag);



turn_right(int sleeptime, int flag);



turn_left(int sleeptime, int flag);

These functions resemble basic movements of the robot. The robot can easily move forward and turn right or left, preferably by 90 degrees. Other angles are hard to do because our mechanisms are not precise enough to control the turning of the robot.

These functions are easier said than done. We would have done little work with these functions if the robot would behave as we want. Unfortunately, it doesn’t. If you make it go forward, there is a little tilt in the path of the robot. It doesn’t really go straight, and in long distances, this tilt causes a big shift from the target we are aiming for. Almost the same behavior occurs with turning left or right. We need to specify a sleeping time while the robot is rotating around its axis, and that period of time determines the angle it turns. We had to do a lot of experiments and calibration to give a sleep time for each robot so that it will rotate 90 degrees as desired.

For the advance function, we needed to get the speed of the robot. We had to know how much distance it can cover in a certain period of time. So, we made some trials, and measured the speed of the robot in a very basic and simple way. We just made it go a certain distance, and measured the time it took to do that, and then divided distance by time. We did more than of these trials, and came up with a number that we were sure it resembled the speed of that robot.

Next, we needed to know much shifting the robot has over long distances. When we tried to make the robot go for a long distance, something like 10 meters, we were giving distance in centimeters. So, 10 meters was a large number for the robot, and it gave some errors. Because of this, we came up with an idea to divide the distance given to smaller pieces of 1 meter each, plus the remainder, if there is any extra distance that it not a multiple of 1 meter. This idea also lead us to measure the shift after 1 meter for the robot, and then correct for that amount of shifting by making the robot go the left or right, depending on the direction of the shift. This correction also applies to the extra portion of the distance less than 1 meter.

The function we created to do the correction is iftil(), and we also had an iftil_right(), because, as it turned out later, other robots shift to the opposite direction.

We noticed that the robot behavior was not uniform because of the dirty and non-flat ground in the E&I Lab. So, we had an idea of removing the plastic wheels, and replacing them with marbles. The marbles decreased the friction noticeably and made the turns more uniform, and easier than before.

Another field that we had to take care of was coming back to the initial point, so that we can transfer data from robots. For this, we thought to do another function where we would hard code directions given to us in reverse. Instead, we had an array called “direction[ ]” that is updated each time any of the basic functions has been called. Except when coming back, the robot should turn right for every left turn made in the way to the target point, and vice versa. Then the robot will scan the array and get back to the initial starting point.

Calibration


Applying the code to other robots, problems arose since they did not have the same behaviors that we accounted for. Some of them had a right shift instead of a left shift, another needed more time to turn right or left, etc. so we needed a new a calibration mechanism so that we can apply the same code for all robots without worrying which robot we are dealing with. 


We created a persistent bot_id on the Handy Board and also created a two-dimensional array that matches each bot_id with its corresponding value for the shift, speed, and the turn sleep time. 


Cooperation between the different groups included using each other's functions. During the mapping process, the robots needed to go forward by a certain distance, and our advance function can be used instead of implementing a new function that does the same thing. However, we didn’t want the mapping process to interfere with direction array that we created to come back, or our robots would be lost and won’t know the way back. That’s why we used the flag in this function, along with turn_right() and turn_left(), so that we can tell the function not to update the array if the function is used in something that doesn’t involve the way going there or coming back.

Mapping Group

Introduction

As the mapping group, our task was to find and note the obstacles and dangerous areas within the specified environment.  This was to simulate the use of small autonomous robots to explore areas that are either inaccessible or too dangerous for humans to enter.  The test environment comprised of light bulb mounted on a wall, representing a beacon, uniform polarized light shining from above, various small obstacles, and red spots on the ground denoting dangerous areas that humans shouldn’t traverse.  The getting-there group would drop off the robots. Then they would move around in the area noting the positions of obstacles and bad spots.  When they were finished mapping, the robots were to return to the drop-off point so that the getting-there/going-back group could take over.  

We divided the problem in several sub-problems, and had many different possible solutions for each one.  This paper outlines a few of the solutions we considered, and explains why we did or didn’t use each one.

Sub-Problems

How to map the entire area

One of the most important items we discussed was how to cover the entire area.  We wanted to make sure that we found all the obstacles, but also wanted to avoid going over the same place twice.  We were concerned about battery power and wanted to be as efficient as possible.  The first approach we considered seriously was a divide-and-conquer solution.  Essentially we would divide the mapping area in two, right along an artificial North-South line created by the polarized light.  We would have two groups of bots, each group mapping half of the area.  This solution would solve several problems.  It would take less time, and therefore less battery power, to map only half of the area as opposed to all of it.  It would also require less storage space, as each robot would only have to store half of the map.  The major problem with this method was that it was very difficult to figure out our position in relation to the polarized light “on the fly.”  This realization, combined with our discovery that we could in fact store large arrays (more on that later), prompted us to modify our overall strategy so that every robot would map the entire area.

The movement of the robot within the mapping space

The general motion was another thing that we considered, and there were several ideas in regards to that.  The first idea was simply to zigzag back and forth across the area.  This was thrown out when we realized that not only would it not cover enough area, but that it would be much easier to go back and forth in a grid.  The problem with the grid idea, as we saw it, was that it possibly covered more area than we needed.  We came up with a solution that we thought would keep the balance between too much and not enough.  The strategy was to move around the area in arcs that maintained ever-increasing distances from the beacon.  The distance could be easily increased or decreased if we found that we were covering too much or not enough distance, so this seemed a viable solution.

Robot-robot communication

We also briefly considered the idea of robot-to-robot communication as part of our mapping solution.  Essentially this could have involved robots telling each other where it had mapped, or passing the map to other robots so they could take it back to the base.  Most likely we would have used IR for this communication.  We briefly discussed the possibility of identifying robots with different colored beacons mounted on top of each robot.  We decided against using communication, however, because of the complexity, the problem of lining robots up to use the IR, and because it seemed much easier to make the robots completely autonomous, without even an awareness that other robots existed.  That meant that all of our robots could have all of the map, and that if we lost one or two, that we would still have six or seven more copies of the map to bring back to the ACL machine.

Storing the map

Another problem we encountered had a fairly easy solution: how to store data.  After finally determining how much memory the Handy Board has, and discovering that IC can’t handle two-dimensional arrays, we decided that we would be best off with two arrays, one to store the polar distance of the obstacle/bad spot, one to store the angle.  We would reverse the sign on the distance in order to delineate bad spots from obstacles.  The Communications group approved of this idea, and we added another global variable that would show how many elements were in each array.

Identifying dangerous areas

Identifying bad spots was another problem we came up with.  Bad spots would be represented in the environment by sheets of red construction paper.  We decided that the easiest way to recognize these would be to mount a red LED and light sensor beneath the robot.  The robot would shine the LED onto the ground, and the amount of light reflected off the floor would change when the robot was over the construction paper.  The main issue in this after calibrating the light sensor was in how much battery the LED would use and what the light threshold would be.  We played around with the possibility that we would have to use an external battery for the LED, however, we found out that not was this impractical; it was unnecessary.  We were content to plug the LED into the IR port on the Handy Board.  Finding the light threshold was a matter of testing, which was tedious and took a long time, but not difficult.  Ambient light was a problem for a short time, but we blocked out a good deal of it simply by surrounding the front of the robot with construction paper, making the robot look a little like a Low Rider.

Identifying obstacles

To discover obstacles was probably the one of the most difficult aspects of this project.  We were unsure of whether to use touch sensors or IR to identify obstacles, but eventually decided to use IR because of its ranging capability.  This eventually turned into a liability as well, unfortunately.  Using IR made error correction difficult, and we probably wouldn’t be right on top of the obstacle when the get position function was called.  Nevertheless, we decided to use the IR.

In order to find an obstacle, we would continuously call a function that bounced IR in the space in front of the robot.  When this function returned a value above a certain threshold, the position of the robot was determined (more on that later).  We decided early on to ignore the possibility of recording other robots as obstacles.  Although we threw around some ideas for determining whether an obstacle had moved – meaning it was a robot – we realized that since no two robots were likely to record another robot in the same exact position, the error correction code on the ACL side would probably make up for any bots being mistaken for obstacles.  The trick, therefore, was in figuring out if the obstacle was truly an obstacle, or if it was just a wall.  The robot would compare its current position with a threshold function that would determine the robot’s relationship to the wall.  If it was within that threshold, the obstacle was treated as a wall.  Otherwise, it was avoided.

Avoiding obstacles

Avoiding obstacles became a major problem toward the end of the project.  Our original though was simply to move around an obstacle at an angle, then let the arc-finding code take over to bring the robot back within its arc distance.  We realized this wouldn’t work because we couldn’t know how big the obstacle was without scanning its entire length, and we couldn’t be sure of where we were in relation to the side we were going around.  So we were likely to get trapped behind the obstacle.  In order to deal with this problem, we instead had the robot drive in a wide – 30cm – box around the obstacle.  We assumed that no obstacle would be bigger than 30cm across at its widest.  This avoid code turned out to be too simple when it came to obstacles close to the wall, as the robot would run into the wall when trying to avoid the obstacle.  We resolved to write a more robust obstacle avoid code that would take this into account, but discovered that would be quite difficult and didn’t have the time to implement it well.

Finding the current position

Finding the robot’s current position was another of the most difficult challenges we faced.  We taped a polarizing filter onto the ceiling light to create the effect of polarized light shining down from above.  The entire strategy depended on being able to determine the angle from the intensity of the polarized light as seen through the light sensor with a polarized filter, in accordance to the cosine-squared rule.  After several false starts, we realized that when the robot was facing directly towards or directly away from the wall, the intensity of the light sensed by the polarized light sensor was at a minimum. We sampled data from the forward and polarized light sensors and stored them in two arrays. The robot turned at a fairly constant rate, so we were able to calculate a value for the number of degrees turned between indices. We then counted the number of indices between the first polarized sensor minima and the forward light sensor maximum. When we multiplied this by the degrees per index value, we got a degree reading. We then figured out how to distinguish whether this was a measurement of degrees from facing the wall or from facing away from the wall using logic. Using a calculation we had the angular coordinate. We then needed to find the radial coordinate. To get this we used a function that converted the forward light sensor value into a radial distance. This had to be determined uniquely for each sensor. The method we used is described in the calibration section.

Calibration

Calibration became a major issue as the project deadline approached.  There were three light sensors that needed to be calibrated in addition to the IR emitter/receiver.  IR was calibrated by calculating a function that would return the correct distance based on the raw IR value.  Calibrating light sensors was more of a problem.  We wrote a short program designed to return light sensor values and used that to discover a formula for each sensor.  When each sensor had been mounted on each robot, a file was created for each robot as well.  The file would contain all of the global variables in addition to robot-specific functions and variables.  These functions and variables included the formulae for each light sensor that particular robot was using and thresholds that needed to be calibrated for each robot.

Robot design

Finding a design for the robot was fairly simple after we figured out how many sensors, and what type, we were going to use.  With five sensors, an IR emitter/receiver, and an LED, the robot was going to get very crowded.  The original robot design included touch sensors, but that was changed when the getting-there group said they no longer they needed any.  We decided to mount a tower toward the front of the robot and the Handy Board over the rear wheels.  A light sensor was mounted onto each side of a crossbeam on the arc.  The front sensor was mounted on the tower just above these, and the polarized light sensor was mounted on top of the tower.  The front wheels were replaced with a marble when it was discovered that they gripped too much on the ground during turning.  The marble acted as a ball bearing, and was particularly effective.  After finishing the Proto-Robot, we supervised building the rest of the robots to make sure they were all the same. 

Performance of the solution, ending comments

We are all in agreement that the solution didn’t work in the environment given.  We should have concentrated more on making our robots less environment-specific.  The solution we were using had been untested as well, having just been worked on hours before.  In the test environment, our solution seemed to work, although it was not tested very many times and the code was never run from the starting point to the uploading stage.  We also feel that we should have taken calibration much more seriously.  We were working on calibration literally up until the last minute, but that should have been finished weeks before that.  We wanted to spend more time learning CVS also, and on reflection it may have been advantageous to introduce it earlier in the project timetable.  

Communication Group

Problem Description:


The problem consisted of the transfers required between the bots and an ACL machine and possibly from robot to robot.  The data from the bots needed to transfer to the ACL to be combined into a single data set representing the characteristics of the mapped area in a meaningful manner.  Approaches to this problem were varied.  IR for robot-to-robot communication was consider with one robot storing a master set data.  Communication to the ACL machine from the bots would be through the master robot through a serial connection.  The master robot would consist of only a handy board connected to the ACL with which the bots would send and receive information.  Another method of communication consisted of adding a separate serial device to the Handyboard™ dedicated entirely to communication with the ACL machine.  Before committing to any complex method of communication, we discovered that the Handy Board had built-in serial communication functionality.  Upon closer inspection and simple testing, this method was found to be both easy to implement and reliable.  The availability of serial port reading code adapted from the weather station made this solution more feasible.  After the mapping group decided against robot-to-robot communication, we focused just on implementing a design on top of the built-in serial functions on the Handy Board. 


The nature of our group project solution depended very little on the other groups.  Our only dependency was with the mapping group because the data we were transferring was generated by their code.  After deciding on a common data format, we were able to work independently from the other groups.  A final dependency with the mapping group was the test data that simulated an area mapped by their code.  In addition to testing with the data given to us, we constructed data that would form an arc of bad spots and obstacles around the light.  When tested with this data, our programs produced maps that accurately displayed the expected data for these simulated areas.  A possible improvement to our programs would be to support dynamic granularity of the map.  The current code is fixed at 30x30cm blocks in a 300x600cm map.

Robot Side: 

The robot side send code is in send_combine.c. Our code was built from the code found in the text on page 385. These functions are used to disable the IC connection, enabling the serial port, send data, and re-enable the connection through IC. These functions only allow for transmitting a single character at a time. We built our function send_array() out of individual character sends. To do this we had to break the integers up into their single digit characters (0-9). Our function send_data() is hard coded to send the two global arrays populated by the mapping group. These arrays are global due the limit of stack frame space in each function.  The mapping group determined the size and structure of these arrays and we were given a sample set of data to work with. 


ACL Side:

The ACL serial reading code was originally adapted from code written by Lew Riley and Charlie Peck for the Davis weather station. We adapted this code to read data from the serial line and store this data in arrays for each robot. The weather code provided a get_serial_char() function that we used to build up a get_int() function. Our read_array() function is build upon these. Read_array() mallocs space for the array of received size for each robot. It then receives the data and stores it into the malloced array. The function then returns a pointer to the malloced array, which is stored in dist[] or degree[]. Dist[] and degree[] are arrays of pointers that keep track of the distances and degrees data for each robot. After collecting all the data the program calls data_reduce() which first converts and counts the polar coordinates into two arrays, one for obstacles and one for bad spots. The data given by the mapping group distinguishes obstacles and bad spots by giving a positive or negative distance respectively. The distance of zero should never be used and so if it is we consider it an error, increment and error counter and move on to the next data point. This counted up data then shows, on a Cartesian grid, how many bots identified a bad spot or obstacle at a given spot. The master map is then made by marking the coordinates where at least a given number of bots identified a bad spot or obstacle. This threshold of how many bots must identify a spot for it to be counted can be easily adjusted with the define THRESHOLD at the top of the code. These are signified by 1 for obstacles, 2 for bad spots, and 3 for both (probably some kind of error). 


Transfer Protocol:

The data is transfer begins with a press of the start button on the Handy Board. The data can be sent again from the Handy Board if the button is accidentally hit before it is properly plugged in. To load data from a series of bots start the read program on the ACL. Plug in the first robot, which should be waiting for a press of the start button at the beginning of the send_data() function. Once plugged in properly press start on the Handy Board and then enter on the ACL. After pressing enter the data from that robot should print out to the ACL screen. Then plug in the next robot and continue until all are loaded. When all are loaded press q and the program will print the map. 
The send and receive at the lower level are done by sending an 'a' character to start the data stream followed by the size of the array and then the data itself. Each integer is sent as a series of its digits. These integers are separated by the character '10'. The end of the data stream is marked by the 'x' character. The data stream consists of the two arrays defined by the mapping group.

